(unnamed) Consultant’s Response to the Proposition 8 study

In the 2008 general election, California’s Proposition 8 – a constitutional amendment to remove same-sex couples’ right to marry – attracted national attention. Two late pre-election polls showed the measure trailing by statistically insignificant margins,1 and the preliminary exit poll results posted by MSNBC and other networks as the California polls closed indicated that Prop 8 was behind by about 4 points – but in the official returns, Prop 8 passed by about 4.5 percentage points. Now the Election Defense Alliance reports that its Election Verification Exit Polls in ten Los Angeles County polling places reveal substantial discrepancies between respondents’ reported Prop 8 votes and the official returns. EDA notes that just 39.5% of survey respondents who said they voted on Prop 8 reported voting for it, while Prop 8 received 47.2% in the official returns for the same polling places – about a 15.5-point difference in the margin of defeat. EDA concludes that its analysis “strongly suggests that the official results for Proposition 8 were compromised in the tabulation process” (C&S2, 7), and even that the “only remaining explanation” for the discrepancies is “the official results being erroneous or fraudulent” (C&S, 11). Contrariwise, the evidence available to me indicates that the vote count in Los Angeles County was probably far more accurate than EDA’s exit poll data.

Evidence from the ballots

EDA argues that “with secret software controlling the counting and tabulating of our votes,” the exit polls are “one of the few remaining ways” of checking the accuracy of the count (C&S, 2).

EDA seems strangely uninterested in an alternative method: to examine the paper ballots. In Los Angeles County, Election Day voters use InkaVote ballots on which (true to the name) their votes are marked in ink. After the election, as part of the state-mandated 1% manual tally, Los Angeles County hand-counted the votes for and against Prop 8 in 51 randomly selected voting precincts. These hand counts found eight additional votes for Prop 8 and eight additional votes against it, for a net change of zero. (The random sample of 53 vote-by-mail “precincts” found a net change of two votes.)3

The manual tally results are hard to square with EDA’s contention that its exit poll reveals “erroneous or fraudulent” official results (C&S, 11). EDA’s exit poll found apparent discrepancies of greater than 5 points in vote share (10 points on the Yes-No margin) in at least five of the ten polling places in the sample.4 Indeed, large miscounts would have to be fairly widespread in order to materially affect vote shares.5 Yet, if large miscounts occurred in even 10% of the county’s precincts, the chance that a sample of 51 voting precincts would contain none of these large miscounts is well under 1%. So, if EDA’s adjusted exit poll results are substantially accurate, there must have been substantial tampering with the ballots and/or the manual tally, not just with the “electronic equipment counting our votes” (C&S, 1). We should not shrink from evidence of a large criminal conspiracy – but neither should we rush to embrace poor evidence. The exit polls are poor evidence.

Exit polls and election verification

EDA implies that exit polls are not only “one of the few” ways to check official counts, but in principle a rather good way:

Exit polls are routinely used to verify election results in Europe and elsewhere, and through 2004 the mass media in the US conducted exit polls that were considered very reliable. Since 2005, however, the broadcast media no longer make their raw data from exit polls available to the public, and the “projections” announced on election night come from a proprietary mix of exit poll data and official count results. (C&S, 2)

[E]xit polls have a long history of being remarkably accurate reflections of the electorate. In Germany and elsewhere, exit polls are relied upon to forecast the winners of the elections, and citizens are content to wait for days to hear the official count. (RHP, 27)

These claims are confused and misleading. “The broadcast media” in the United States did not change their policies toward “raw data” after 2004, nor have the projection methods changed. The notion that Germans “wait for days to hear the official count” is an urban legend.6 More importantly, exit polls are not “routinely” used to verify results, and exit polls in the United States have not been highly accurate.

It is true that in recent years, exit polls have sometimes been used as one check on vote counts. For instance, in the first Ukrainian presidential runoff in November 2004, one of the exit polls was funded in part by the United States government, as (in the words of one official) one way “that would help to expose large-scale fraud.”7 Indeed, the large gap between the exit poll results and the official returns in the first runoff was one sign of massive fraud. Even in that case, the United States and international observers preferred to rely upon direct evidence.8 (Exit poll devotees rarely mention that two independent exit polls were conducted in this election, and that the results differed by eight points on the margin!) Meanwhile, the Carter Center has repeatedly advised against using exit polls to verify elections. In 1994, for example, the Carter Center’s fifth recommendation to build confidence in Mexican elections was to “[a]void exit polls, which are unreliable in a climate of suspicion and which will create a negative atmosphere if the voters feel they are being watched,” but to use quick counts instead.9

As for U.S. elections, however accurate the exit polls may have been “considered,” the empirical record is less favorable than EDA implies. For instance, as Edison/Mitofsky documented in their report evaluating the 2004 U.S. exit poll, presidential exit polls have overstated Democratic vote shares since at least 1988. The Democratic overstatement in 1992 averaged 5.0 points on the margin within each precinct – far beyond the nominal statistical “margin of error.” Famously, the average discrepancy in 2004 was even larger: 6.5 points at the precinct level. These exit poll discrepancies cannot plausibly be attributed primarily to vote miscount, because (among other reasons) the states with the largest discrepancies do not have otherwise anomalous results. For instance, New Hampshire had large discrepancies in both 1992 and 2004, but the official results were close to those predicted by pre-election polls.10 The 2004 poll gave Kerry implausible leads of (e.g.) 14 points in Minnesota and Pennsylvania, 15 points in New Hampshire, and 31 points in New York. Exit polls’ reputation for accuracy is largely based on the networks’ excellent record of avoiding wrong calls based on the polls – not on the precision of the poll estimates.

Fundamentally, EDA’s discussion appears to assume that exit polls normally deserve a strong presumption of accuracy. Jonathan Simon has argued that exit polls in both 2004 and 2006 point to likely massive miscounts favoring Republicans.11 This opinion is not widely held. Political scientists, including those who specialize in forensic analysis of election returns, generally regard the official results in 2004 and 2006 as substantially accurate, at least in comparison with the exit poll results. Where the official results appear gravely flawed – perhaps most dramatically in Florida’s 13th Congressional District in 2006 – the evidence does not depend on exit polls.12 My point is not that electronic voting equipment should be trusted; it is that exit poll data should not be. Neither should it be discarded outright, but it should be assessed cautiously in the context of other evidence.

Evidence of non-response bias in the EDA exit polls

EDA’s analysis notes considerable evidence that the exit poll participants were not representative of voters at large. However, EDA argues that it can compensate for the biases by assigning weights based on observed demographics of respondents and non-respondents. Unfortunately, no method can reliably compensate for non-response bias, the error induced by differences between respondents and nonrespondents. While we can take account of observed differences between respondents and non-respondents, by definition these may not reveal the unobserved differences that we are most concerned about. With this fact in mind, the large biases in the sample warrant skepticism about the results.

First consider gender. Richard Hayes Phillips reports that among the 5,451 respondents who identified their gender, slightly over 59% were women (RHP, 7). We do not know what share of the electorate in these polling places was female, but a plausible guess would be closer to the 54% reported in the media exit poll for California. So, if we were relying on the exit poll sample to determine the “margin” between female and male voters, we would be off by about ten percentage points. Phillips reasons that this non-response bias is not a serious problem. Among these respondents, about 40.5% of men and 35.8% of women said that they voted for Prop 8. So, if we “upweight” the results from men and “downweight” the results from women so that men are a larger share of the “adjusted” electorate, Prop 8’s vote share will increase – but not very much. Phillips correctly infers that the exit poll discrepancies “are simply not attributable to ‘gender bias’ in the exit polls.” Nevertheless, the gender results offer a warning: there is no obvious reason to believe that non-response bias by gender is plausible but non-response bias by Prop 8 position is not.

One startling error in EDA’s analysis deserves special comment. Phillips rightly notes that, if we assume that the Prop 8 vote shares among self-identified male and female respondents are accurate, then even assuming an entirely male electorate would not change the results very much. Phillips goes on to say, “This [example] begins to explain what pollsters mean when they talk about the ‘margin of error.’ There are very real limits as to how inaccurate an exit poll can be….” (RHP, 8) In reality, this example has nothing whatsoever to do with what pollsters mean by a “margin of error.” On the contrary, “margin of error” calculations assume that the only source of error is random sampling error. This mistake is fundamental. Survey analysts crucially must know that total survey error can be much larger than a calculated “margin of error,” no matter what observed variables have been taken into account in calculating weights.

Phillips largely disregards the most interesting part of the gender results: Over 700 exit poll respondents did not identify their gender – and among these, over 52% reported voting for Prop 8, a much larger percentage than among the self-identified men and women.13 Differently put, among the respondents, 15.8% of Prop 8 supporters were not willing to state their genders, compared to 9.5% of Prop 8 opponents. This result hints that Prop 8 supporters were less willing to cooperate with the exit poll – but of course it cannot reveal the opinions of non-respondents.14

Phillips considers three other forms of non-response bias, for which he15 attempts to adjust. Most dramatically, Phillips reports that the sample skewed distinctly Democratic. Approximately 66.0% of exit poll respondents self-identified as Democrats and just 10.2% as Republicans, whereas the party affiliation (registration) of voters at the polls was 61.5% Democratic and 15.6% Republican. These proportions should be interpreted cautiously, because party self-identification may not match party registration, but statewide results suggest that they may be fairly accurate.16 Phillips accordingly estimates that 60.2% of Democrats, but just 36.7% of Republicans, participated in the exit poll – a gap of over 23 points. (Ironically, when Edison/Mitofsky suggested that a 6-point gap in response rates between Kerry voters and Bush voters could account for the 2004 exit poll discrepancies, Jonathan Simon and others derided the

hypothesis.)

Phillips argues, however, that reweighting the exit poll results to match the correct proportions of Democrats and Republicans reduces Prop 8’s support by only about 2 percentage points, or about one-quarter of the observed discrepancy. He adds, “In the adjusted exit poll data, the opposition to Proposition 8 is still stronger than the opposition to Proposition 4, while the reverse relationship appears in the official results (see Table 25). I can only conclude that the official vote count for Proposition 8 is fraudulent.” (RHP, 22)

This conclusion does not follow from either observation. By now, the problem with the first argument should be apparent: if Democrats participated at a rate 23 points higher than Republicans, it seems quite plausible that (for instance) Democratic Prop 8 supporters participated at a substantially higher rate than Democratic Prop 8 opponents. Phillips offers a “sensitivity analysis” in which he argues that even if every Republican non-responder voted for Prop 8, the exit poll results still cannot be reconciled with the official returns (RHP, 26). Phillips argues, “The interpretation that the official results for Proposition 8 are true and correct requires that the Democratic, third-party, and unaffiliated voters responding to the exit poll were likewise non-representative of the electorate. This argument would render useless and invalid any exit poll conducted anywhere – in Ukraine, Georgia, Iran, Iraq, Mexico, Ohio or California – because it would allow the results of any exit poll to be dismissed on the unwarranted assumptions that the official results are true and correct, that the exit poll responders must not be representative of the electorate, and that the exit poll results must therefore be wrong.” (RHP, 26-27)

This argument makes very little sense. Phillips seems to be saying that we should not consider the possibility that Democratic, third-party, and unaffiliated respondents were nonrepresentative, because if we did, every exit poll would be “render[ed] useless and invalid.” 

Comparing Prop 8 to Prop 4

The second issue is subtler: can the results of Proposition 4 be used to validate the exit poll’s adjusted Prop 8 results? Proposition 4, which failed by 4 percentage points statewide, would mandate waiting period and parental notification before the termination of a minor’s pregnancy.

EDA argues that Prop 8 vote shares are closely related to Prop 4 vote shares, but Prop 8 generally has less support in the exit poll. When the exit poll results are adjusted for partisan balance, the Prop 4 vote share (˜42.9%) falls within 0.7 points of the official result (43.5%), while the exit poll Prop 8 vote share (41.5%) is almost 6 points from the official result (47.2%).  

Intuitively, one might expect a very close relationship between votes on abortion and on samesex marriage.

The reality is likely to be messier. Even in the exit poll, among the respondents who reported voting on both propositions, over one quarter (1,460 of 5,675) reported voting for one and against the other. The final SurveyUSA poll, fielded on October 29-31, indicates several divergences in the social bases of support and opposition for the two propositions. SurveyUSA reported a 20-point “gender gap” on the margin for Prop 4 (men +4, women -16), but zero gender gap for Prop 8. It found an 8-point “age gap” (between voters under 50 and those age 50+) on Prop 4, but a 21-point age gap on Prop 8, with wider differences when comparing the youngest and oldest voters. And it found that Republican voters were substantially more enthusiastic about Prop 8 (74% for, 25% against) than Prop 4 (61% for, 27% against).17 These and other results in the SurveyUSA poll are likely to contain considerable error, because the survey had only 637 respondents and an unusual proportion (14%) of respondents who were “not certain” about their Prop 4 votes. However, they give good reason to expect divergences between Prop 4 support and Prop 8 support. In particular, the poll indicates greater partisan polarization on Prop 8 than on Prop 4. If this result holds in the election, we should expect greater variation in Prop 8 vote shares than in Prop 4 vote shares.

A comment on response rates

One might wonder what to make of the overall 54% response rate in the EDA exit poll.20  This rate is close to the 53% response rate (among voters included in the sample) in the 2004 national exit poll. If one sets aside the one polling place with a response rate under 40%, there is a very weak and statistically insignificant relationship between response rates and exit poll discrepancies.

Contrary to common perception, there is no simple or predictable relationship between response rates and poll accuracy. Unusually low response rates can evince administrative difficulties that may impede accuracy. (For instance, EDA reports that its one response rate under 40% came “at a site where exit poll volunteers were harassed by poll workers and forced to stand beyond the legal location for an exit poll, far from the door” (C&S, 5). In this circumstance, voters have considerable discretion about even approaching interviewers, so it is not surprising that the largest exit poll discrepancy was at this polling place.) However, efforts to increase response rates do not necessarily increase accuracy; in fact, they can actually accentuate non-response bias. For instance, Warren Mitofsky reported in 1991 on an experiment to see how questionnaire length influences exit poll response rates and accuracy. He found that the shortest questionnaire elicited the highest response rates, but also the greatest bias!21 Similarly, one experimental study found that completion incentives increased both response rates and non-response bias, perhaps because the incentives appealed more to Democratic voters.22 Merkle and Edelman’s analysis of exit poll data from 1992 through 1998 indicated “very little or no correlation” between response, refusal, and miss rates on the one hand and exit poll bias on the other.23

Conclusion

EDA’s own analysis reveals its exit poll to be gravely marred by non-response bias, and close inspection of the “adjusted” results indicates that the adjustments do not solve the problem. This outcome is unsurprising: trying to salvage a bad sample by post hoc reweighting is akin to trying to buttress a structurally compromised building by jacking up one corner. EDA offers no reason to reject the manual tally results, which support the substantial accuracy of the initial counts.

Although it may be tempting to speculate about what EDA’s exit poll interviewers may have done wrong, it must be understood that exit polls are inherently error-prone, because participation is irreducibly voluntary. In my view, election verification efforts should focus on trustworthy counts of voter-verified paper ballots or records, confirmed by robust manual audits.

1 The Field Poll of October 18-28 reported that 44% of likely voters said they would vote yes, 49% no, and 7%undecided; the SurveyUSA poll of October 29-31 reported 47% yes, 50% no, and 3% undecided. See http://www.pollster.com/polls/ca/08-ca-prop8.php for further details on these and earlier polls.

2 I reference two EDA papers: one apparently by Sally Castleman and Jonathan Simon (C&S) under the title “Introduction: Was California’s Proposition 8 Election Rigged?” and one by Richard Hayes Phillips (RHP) titled “Citizen Exit Polls in Los Angeles County: An In-Depth Analysis.” (As of 11/29/09, these papers have not been published, and may be best regarded as working drafts.)

3 The manual tally reports are available at

http://www.lavote.net/Voter/PDFS/ELECTION_RELATED/11042008_1_MANUAL_TALLY_PRECINCT.pdf for precinct (election day) ballots and

http://www.lavote.net/Voter/PDFS/ELECTION_RELATED/11042008_1_MANUAL_

TALLY_VBM.pdf for Vote By Mail (VBM) ballots. Of the 51 voting precincts audited, 10 reported discrepancies in the vote counts for and/or against Prop 8. Of the 53 VBM batches, 6 reported Prop 8 discrepancies; these added 3 votes to the Yes total and 5

votes to the No total.

4 The count depends on how discrepancies are measured. Seven of the ten polling places have discrepancies of at least 5 points between the reported Prop 8 vote shares in the exit poll and in the official returns. Adjusting for party affiliation reduces these discrepancies somewhat (RHP, 23-24), as further discussed below, but five of the ten polling places still have discrepancies over 5 points.

5 For instance, changing 10% of votes from “No” to “Yes” (a shift of 20% on the margin) in precincts containing 10% of all votes, would shift the margin by about 2 percentage points. Note the distinction between “precincts containing 10% of all votes” and “10% of all precincts.”

6 This notion seems to have originated with Thom Hartmann, who has claimed that “even though it takes a week or more to count the vote (and costs nothing more than a bit of overtime pay for civil servants), the German people know the election results the night the polls close because the news media's exit polls, for two generations, have never been more than a tenth of a percent off” (“Exit Polls Right, Tallies Wrong?”, AlterNet, 11/5/2004,

http://www.alternet.org/election04/20416/ ). In 2009, the preliminary official results of the September 28 parliamentary elections were released at 3:35 AM the next morning. (It is true that the final results were not released until October 14.) German exit polls have been fairly accurate, but not nearly as accurate as Hartmann seems to believe. In fact, their projections are rounded to the nearest 0.5%, so Hartmann’s claim is essentially impossible.

7 John Tefft, Deputy Assistant Secretary of State for European and Eurasian Affairs, discussed this aid in a hearing of the U.S. House Committee on International Relations on December 7, 2004, as transcribed at

http://commdocs.house.gov/committees/intlrel/hfa97187.000/hfa97187_0f.htm . The quotation appears at page 61.

8 For instance, the November 22 statement by President Bush’s representative Richard Lugar commented on “an extensive list of serious procedural violations” mentioned by OSCE observers, but did not mention the exit polls. See http://www.america.gov/st/washfileenglish/2004/November/200411221341411CJsamohT0.4353601.html .

9 Carter Center, “Elections in Mexico: Third Report,” page 4, available at

http://www.cartercenter.org/documents/1154.pdf .

10 It might be objected that my argument assumes that pre-election polls are accurate. No such assumption is necessary. What we see in 2004 is that the correlation between exit poll discrepancies (“red shift”) and deviations from the pre-election polls (“surprise”) is close to zero, and in the wrong direction. That is, where Kerry did worst relative to the exit polls, he weakly tended to do better compared with pre-election polls. One might believe that the pre-election polls were biased against Kerry, but it is hard to see why they would be most biased against Kerry in precisely the states where the exit polls supposedly reveal massive vote miscounts.

11 On 2004, see Simon’s presentation linked on the EDA website at

http://electiondefensealliance.org/jonsimonexitpolls . On 2006, see Jonathan Simon and Bruce O’Dell, “LandslideDenied,” at http://electiondefensealliance.org/landslide_denied_exit_polls_vs_vote_count_2006 .

12 In the case of Florida 13, Sarasota County experienced shockingly high rates of “undervotes” – no recorded vote for Congress – in votes cast on touchscreen voting machines. The undervote rates on absentee ballots in Sarasota County, and in other counties in the district regardless of voting method, were much smaller.

13 Strictly speaking, this is the proportion among respondents who reported voting for or against Prop 8. Respondents who did not report voting on Prop 8 are excluded from the calculation, as in the Phillips analysis.

14 A similar pattern emerges for age: about 51% of respondents who did not state their age report having voted for Prop 8. Many more respondents did not report their race, and of these, only 30% reported voting for Prop 8. It appears likely that these people were disproportionately white (whites heavily predominated in three of the six polling places for which refusal data were collected), so this percentage can be contrasted with the 17.2% of whites who report voting for Prop 8 – but probably the safest inference is that weighting by race is especially problematic.

15 In professional survey research, individual respondents receive weights in order (for instance) to compensate simultaneously for imbalances in gender, age, race/ethnicity, and partisanship. It is not clear that Richard Hayes Phillips is familiar with these methods; it may be that EDA tallied the questionnaires instead of recording individual responses. At any rate, Phillips weights aggregated data four separate times in order to explore the impact of each variable individually.

16 In the report of registration 15 days prior to the election, 44.4% of registered voters statewide were Democrats and 31.4% were Republicans. (“Report of Registration as of October 20, 2008: Registration By County,”

http://www.sos.ca.gov/elections/ror/ror-pages/15day-presgen-08/county.pdf , page 7.) In the weighted NEP (media) exit poll data, 42% of California voters self-identified as Democrats and 30% as Republicans (http://www.msnbc.msn.com/id/25383482). So it appears that California exit poll respondents were disproportionately likely to self-identify as independents, but also that this tendency had little effect on the partisan balance.

17 The results are available at http://www.surveyusa.com/client/PollReport.aspx?g=1c4ececc-7c3c-490c-8f35-

13341be85e1e .

18 We have far too little evidence to say what the best-fit slope “should” be. However, suppose we take the SurveyUSA figures by party affiliation and divide undecided voters evenly between Yes and No for each proposition. Then 35% of Democrats are expected to support Prop 4, and 33% of Democrats are expected to support Prop 8; 67% of Republicans are expected to support Prop 4, and 74.5% of Republicans are expected to support Prop 8. Therefore, if we assume (inter alia) that the survey results perfectly match the election outcome and that vote shares in each precinct depend only on the partisan balance in the precinct, then Prop 8 support would range from 33% to 74.5%, and Prop 4 support would range from 35% to 67%. The associated slope would be (74.5 – 33) / (67 – 35) = 1.30. Clearly these assumptions are not correct, but the analysis illustrates why the survey results lead us to expect a best-fit slope greater than 1.

20 EDA reports their “average” response rate as 56.4% (C&S, 5); this value appears to be the average of the ten polling place response rates, whereas I simply report the total number of respondents divided by the total number of voters. This difference is not substantively important.

21 Warren J. Mitofsky, “A short history of exit polls,” in Paul J. Lavrakas and Jack K. Holley, eds., Polling and Presidential Election Coverage.( Newbury Park, CA: Sage Publications, 1991).

22 Daniel Merkle, Murray Edelman, Kathy Dykeman, and Chris Brogan, “An experimental study of ways to increase exit poll response rates and reduce survey error.” paper presented at the annual conference of the American Association for Public Opinion Research, St. Louis, Missouri, May 14-17, 1998. Respondents were offered folders

prominently decorated with media logos – in retrospect, not an ideal choice!

23 Daniel M. Merkle and Murray Edelman, “Nonresponse in exit polls: A comprehensive analysis,” in Robert M. Groves, Don A. Dillman, John L. Eltinge, and Roderick J. A. Little, eds., Survey nonresponse (Hoboken, NJ: John Wiley & Sons, 2002).

